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Context – HIBU Platform
• Information Extraction and Data Analysis

• Heterogeneous document set

• SaaS or on-premise deployment

• Small workstations or laptops

• Output quality depends on input quality
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Context – What OCR Has to Solve
• Find the text: skew, stamps, 

folds, low contrast

• Recognize the characters: 
Italian, German, numbers, 
identifiers

• Keep the relations: labels to 
values, values to table column
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Context – What OCR Costs
• Time per page ranges from about a second to several minutes on CPU

• Model weights, runtime dependencies and downloads to maintain

• No GPU on the target machines, and RAM is shared with everything else

• Failure is not only misread characters

o Lost columns, flattened tables, dropped regions, modified values
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Context – The Spike We Ran
• Analysis and comparison of several approaches and tools

• 4 approaches and 19 different tools on one CPU-only workstation, no GPU, 
models run locally

• Judged by reading the output against the page, side by side

Ultimate goal: information good enough to extract, not a perfect transcript



8

Approaches – How the Field Moved
Each later stage sees more of the page – and pays for it in CPU time.

Traditional OCR
Tesseract
Segment the page, recognise 
characters, check against a 
dictionary

Neural OCR
EasyOCR · docTR · PaddleOCR
A detector finds the text, a network 
reads each crop

Vision LM
GLM-OCR · olmOCR · Falcon-OCR
Whole page in, text generated from 
image and language together

More page context   ›   more CPU time

Hybrids recombine these stages

OCR → correction LM
1. Tesseract or DocTR reads the pixels
2. a small language model repairs what context makes 

certain

Layout detection → OCR
1. DocLayout-YOLO cuts the page into regions
2. Tesseract or GLM-OCR reads each region in turn
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Tesseract
Pros

• Fast pipeline on CPU

• Very competitive on clean printed 
text

Cons

• Weak on complex layout

• Scan noise or handwritten text 
becomes garbage

Metrics

• ~5.5 s/page

• ~450 MB RAM
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Tesseract – Where it shines
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Tesseract – Where it shines
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Tesseract – Where it fails
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Tesseract – Where it fails
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Neural OCR
• Ready to use tools/frameworks

• PaddleOCR

• EasyOCR

• docTR

• Two-stage deep-learning pipeline

• Text detection

• Text recognition

• Pretrained, multilingual, robust to noise
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Neural OCR - docTR
Pros

• Fastest tested pipeline

• Good accuracy on complex scans

Cons

• Heavier memory footprint

• Inconsistent layout detection

Metrics

• ~ 1GB RAM (peak 8GB!)

• ~1s s/page
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docTR – Where it shines
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docTR – Where it shines
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docTR – Where it fails
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docTR – Where it fails
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Vision LM
• Reads layout and semantics in one pass

• Layout/Document understanding

• Multiple open-source pretrained VLMs available

• Capable of multiple tasks, like information extraction

• Requires server/gpu(s) for decent speed

• Smaller models are prone to hallucinations
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Vision LM
Pros

• Semantic understanding of 
document structure

• Correct text noise based on text 
semantic

Cons

• Output is not deterministic

• Requires heavy resources

Metrics (CPU)

• ~ 40-180s s/page

• Up to 16GB of VRAM
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Vision LM – Where it shines
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Vision LM – Where it shines
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Vision LM – Where it "fails"
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Vision LM – Where it "fails"
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Vision LM – Where it "fails"
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Vision LM – Where it "fails"
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Vision LM – Where it "fails"

Scanned PDF

Tesseract OCR

Plain text

SLM

Structured fields
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Hybrid
• OCR + SML

o OCR using a traditional approach (Tesseract/docTR)

o Text correction using a Small Language Model

• Layout Detection + OCR

o Extract document regions (header, tables, figures, …)

o OCR step-by-step with specialized tool per region
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Hybrid - OCR + Small LM
• OCR proposes initial text

• Small LM corrects text at sentence level

• Prompt forbids invention

• 8–20× slower overall

• Prone to hallucination

• Very small improvements out of the box

• Needs prompt to help correcting words (context, use case, wording)
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Hybrid - Layout Detection + OCR
• Detector splits page regions

• OCR reads each crop

• Tesseract, docTR, Vision LM, Small LM

• Specialized tools based on text regions

• Reading order reconstructed

• Help with 

• multi-columns layouts

• Figure-intense documents
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Hybrid - Layout Detection + OCR
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Hybrid - Layout Detection + OCR
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Hybrid - Layout Detection + OCR
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Summary
• Always a trade-off between quality and speed

• Expected latency decide which is the best approach

• Combining different approaches can help mitigate individual 
weaknesses

• Small VLM/LLM models are helpful, but require guidance and 
precaution to avoid hallucinations
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Suggestions
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